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Abstract

Peer review plays a central role in the NLP pub-
lication process, but is susceptible to various
biases. Here, we study language-of-study (LoS)
bias: the tendency for reviewers to evaluate a
paper differently based on the language(s) it
studies, rather than its scientific merit. Despite
being explicitly flagged in reviewing guidelines,
such biases are poorly understood. Prior work
treats such comments as part of broader cate-
gories of weak or unconstructive reviews with-
out defining them as a distinct form of bias.
We present the first systematic characterization
of LoS bias, distinguishing negative and posi-
tive forms, and introduce the human-annotated
dataset LOBSTER (Language-Of-study Bias in
ScienTific pEer Review) and a method achiev-
ing 87.37 macro F1 for detection. We analyze
15,645 reviews to estimate how negative and
positive biases differ with respect to the LoS,
and find that non-English papers face substan-
tially higher bias rates than English-only ones,
with negative bias consistently outweighing
positive bias. Finally, we identify four subcate-
gories of negative bias, and find that demanding
unjustified cross-lingual generalization is the
most dominant form. We publicly release all
resources to support work on fairer reviewing
practices in NLP and beyond.1

1 Introduction

Peer review is the cornerstone of scientific evalu-
ation in natural language processing (NLP), deter-
mining which research gets published. While it is
meant to ensure quality, peer review is known to
be susceptible to various biases such as the gen-
der, writing style, and the affiliation of the au-
thors (Tomkins et al., 2017; Sandström and Häll-
sten, 2016; Tran et al., 2020; Lepp and Smith,
2025). Among these, one type of bias has received
surprisingly little attention: bias related to the lan-
guage a paper chooses to study. Despite the growth

1https://github.com/GGLAB-KU/LOBSTER

Negative Bias
Reviewer comment: “It would be better if the scope of the paper
is larger, e.g., testing the method on Japanese (also an agglutinative
language) datasets.”

Why this is bias. The paper is explicitly scoped to Korean, and re-
quiring evaluation on another language as a condition for acceptance
imposes an unjustified multilingual expectation beyond the paper’s
stated claims.

Positive Bias
Reviewer comment: “Under-documented and under-resourced lan-
guages should be a priority of the field, and this paper is a valuable
contribution.”

Why this is bias. The evaluation centers primarily on the choice
of language, with little engagement with the paper’s methodology or
empirical evidence.

Figure 1: Negative and positive language-of-study bias
examples in NLP peer reviews. First review unfairly
penalizes a paper for its language-of-study; the second
praises it, without justification, for its language choice.

in the number of multilingual studies, NLP has
long been centered on English. Research on non-
English languages is often treated as niche, and
papers are sometimes judged against an implicit
English standard rather than on their own stated
goals. Furthermore, reviewers sometimes penalize
work on non-English languages, calling it “too nar-
row,” or questioning why a particular language was
chosen at all. We call this language-of-study bias:
systematic differences in how a paper is reviewed
based on the language(s) it studies, rather than its
scientific merit. However bias can also go the other
way: some reviewers give unwarranted praise sim-
ply because a paper covers a low-resource language,
without engaging with the actual methods or results.
Figure 1 shows two examples from real reviews.

Purkayastha et al. (2025) coin the term “lazy re-
view”, referring to patterns associated with lazy
thinking in peer review. Supporting our afore-
mentioned claims, they identify the “Tested only
on Language X” as one of the most frequent pat-
terns. Furthermore, the ACL 2023 report finds that
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English-centric critiques account for about 24%
of the problems authors flagged in their reviews
(ACL Conference Organizers, 2023). Yet, to our
knowledge, no prior work systematically defines
the types of biases against the language(s)-of-study,
and measures how often this bias occurs, in which
directions it operates, or what forms it takes.

To address this gap, we present the first large-
scale, systematic study of language-of-study bias
in NLP peer review. To do so, we first manually
investigate a set of review segments carefully sam-
pled from EMNLP 2023, EMNLP 2024 and ACL
2025 Then, we construct LOBSTER: Language-Of-
study Bias in ScienTific pEer Review, a human-
annotated dataset of 529 review segments labeled
for negative, positive, or no bias by NLP experts
To characterize where bias concentrates, we define
two auxiliary tasks alongside bias detection: iden-
tifying the language(s) studied in each paper and
classifying its contribution type (e.g., new model,
dataset, or empirical analysis). We benchmark six
state-of-the-art LLMs on LOBSTER, and apply the
best-performing model to a large corpus of 15,645
reviews spanning six NLP venues, going well be-
yond the annotated set to estimate bias prevalence
at scale. We further perform a qualitative analysis
of the negative bias instances in LOBSTER, identi-
fying subcategories that capture the distinct ways
language bias manifests in practice. Our analy-
sis reveals that non-English papers face substan-
tially higher bias rates than English-only papers,
with negative bias consistently outweighing pos-
itive bias, and that the most common pattern is
reviewers demanding cross-lingual generalization
that was never claimed by the authors.

2 Related Work

Prior studies show that reviewer bias is linked to
author characteristics such as institutional prestige,
location, gender, and writing style. Tomkins et al.
(2017) and Sandström and Hällsten (2016) find
that when reviewers know author identities, they
favor submissions from established authors and
top institutions. Tran et al. (2020) analyze ICLR
submissions on OpenReview and find evidence of
institutional and gender bias in acceptance deci-
sions, as well as considerable randomness in review
scores and outcomes. A large-scale study on ICLR
reviews finds significant bias against authors affili-
ated with institutions in countries where English is
not widely spoken (Lepp and Smith, 2025). While

these are not the focus of our work, they provide
context that peer review is susceptible to various
social biases, underscoring the need for measures
to ensure fairness. Purkayastha et al. (2025) ana-
lyze peer reviews in major NLP venues and identify
18 “lazy thinking” patterns, including “Tested on
Language X” that overlaps with language-of-study
bias. However, we take a different stand: We define
the task as a bias detection problem rather than re-
view categorization. The first task relies solely on
the review text, whereas the latter requires consid-
ering the paper’s scope and claims, for example, a
request for multilingual evaluation may be reason-
able if the paper claims generality, but biased if it
explicitly focuses on a single language. This is the
first in-depth study on LoS bias, providing insights
on how negative and positive biases towards the
language of study differ with respect to various fac-
tors including individual languages, contribution
types, and venues.

3 The LOBSTER Dataset

We manually investigate peer reviews to identify
and define the types of reviewer biases that exist
for language(s) studied in a paper. We use three
publicly licensed NLP peer-review sources span-
ning consecutive review cycles: EMNLP 2023,
EMNLP 2024, and ACL 2025, totaling 11,680 re-
views (Table 2). Although the sources are review-
level, we choose review segments extracted from
review text (typically a sentence or clause express-
ing a single critique/stance) as the unit of analysis,
to potentially detect multiple bias types in a review.

3.1 Sampling

Given the large number of reviews, we create a
subsample that is likely to contain interesting bias
related phenomena for a diverse set of languages.
We use a two-stage sampling strategy designed to
(i) efficiently surface likely bias cases and (ii) retain
coverage of non-biased language mentions.

Stage 1: LLM-assisted BIAS sampling The ra-
tionale for this stage is the class imbalance. Our
initial analysis reveals that language-of-study bi-
ases are likely to occur only in a small fraction of
review segments. To efficiently extract as many
candidates with potential biases as possible, we for-
malize a classification task where the LLMs receive
paper title, abstract and the review text that needs
to be classified; and output one of the labels: NEG-
ATIVE BIAS, POSITIVE BIAS, or NO BIAS, along
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Label Description Example(s)

Negative
Bias

A reviewer devalues or dismisses the research be-
cause of the language(s) studied, or assumes a par-
ticular language (often English) that is not central
to the study is the default, superior, or required stan-
dard for demonstrating validity or importance.

The proposed approach was solely evaluated on three Chi-
nese dialogue datasets. It could be better if the authors
would experiment with English dialogue datasets to fur-
ther demonstrate its effectiveness. [link]
The study is very specific to sign language, I don’t see how
to use it in other tasks. [link]
that too using a single language (French), which makes
me question the applicability and generalizability [link]

Positive
Bias

A reviewer overly praises the use of certain lan-
guages (e.g., low-resource languages) without en-
gaging with methodology, analysis, or contribution.

More work in low-resource languages is always good.
[link]

No Bias
Detected

Scientifically grounded comments aligned with
the paper’s scope. Includes language related criti-
cism that is relevant to the paper’s stated goals,
as well as comments unrelated to the language(s)
studied (e.g., writing quality).

Limited experimentation with non-English languages.
(valid since the paper claims multilingual generalization)
[link]
How does Bangla word analogy compare with English?
(valid since it is relevant to the paper’s goals) [link]

Needs
Context

Used only when the reviewer’s intent cannot be
judged from the paper abstract and review alone.

Testing on a limited number of languages or training sets
is not sufficient to support the claims. (Claims are not
given explicitly.) [link]

Table 1: Annotation schema for language-related bias in peer reviews. Review segments are from real reviews.

Full Corpus LOBSTER

Venue Papers Reviews Papers Segments

EMNLP 2023† 2,020 6,449 290 375
EMNLP 2024† 1,063 1,425 99 103
ACL 2025 (Dec–Feb)‡ 2,187 3,756 54 56
ARR 2024 (Apr–Jun)‡ 464 499 – –
COLING/NAACL 2025‡ 410 498 – –
EMNLP 2025 (Jun–Aug)‡ 1,762 3,018 – –

Total 7,906 15,645 443 534

Table 2: Overview of peer-review data used for analysis
and annotation. Full Corpus: Review data used for
large-scale bias analysis (§5). LOBSTER: Annotated sub-
set (§3.2); each review contributes exactly one segment.
Sources: † NLPEERv2 (Dycke et al., 2025), ‡ ARR Data
Collection Initiative (Lu et al., 2025).

with a quoted segment that contains a potential
bias (if any bias is detected). Our initial prompt
given in Appendix D relies on heuristically defined
bias categories after manual analysis of review seg-
ments. Next, we select the segments that are con-
sistently labeled as POSITIVE BIAS or NEGATIVE

BIAS across models. It should be noted that the
models used at this stage are preliminary and result
in many False Positive cases. It ensures that the
final annotated data is challenging, containing edge
cases that can confuse state-of-the-art models.

Stage 2: NO BIAS sampling To develop mod-
els that accurately distinguish between biased and
unbiased cases, we sample NO BIAS segments ex-
tracted in Stage 1. We group them by (i) the lan-
guage(s) studied and (ii) the paper’s contribution

type, to ensure that the final annotated set would not
be dominated by a few languages or contribution
types. The methods used to detect the language(s)
studied and the contribution types are given in §4.

3.2 Bias annotation

After sampling 534 challenging and balanced set
of review segments, we conduct a two-stage human
annotation. First, we identified and defined biases
towards/against languages studied to write detailed
annotation guidelines. Second, every review seg-
ment got annotated following the guidelines. De-
ciding whether a reviewer comment is biased is not
straightforward, as it depends on what the paper ac-
tually claims. A request for English experiments is
unfair when the paper studies Korean morphology
and makes no cross-lingual claims, but perfectly
valid when the paper explicitly targets multilingual
generalization. Therefore, annotators are given full
access to the paper (e.g., full PDF, earlier versions)
and reviews (e.g., other reviews, rebuttals) through
the OpenReview link. These additional data are
often consulted for ambiguous cases. Each review
segment is annotated by at least three annotators,2

each of whom has a strong background in NLP
and a proven track record in NLP venues. Table 2
summarizes the venue composition of LOBSTER.

2During the initial annotation phase, before the team had
fully converged on the bias definitions, we assigned five anno-
tators to a subset of segments to better understand sources of
disagreement and refine the guidelines.

3

https://openreview.net/forum?id=OVt2dIwxR1
https://openreview.net/forum?id=Ck3JPqoEeE
https://openreview.net/forum?id=V9xsOja2oC
https://openreview.net/forum?id=L8Cxea5krb
https://openreview.net/forum?id=2FDty4mLqP
https://openreview.net/forum?id=B14ohp9mPU
https://openreview.net/forum?id=9K1urVN7ti


First phase. The first phase served two purposes:
(i) to familiarize annotators with the data and the
range of language-related comments in reviews,
and (ii) to uncover recurring patterns and edge
cases that informed the operational definitions of
bias labels. We start with the following definition:
Bias is a systematic and unfair deviation from im-
partial judgment, often caused by irrelevant prefer-
ences or assumptions. We developed the guidelines
collaboratively through an iterative process, defin-
ing four labels: NEGATIVE BIAS, POSITIVE BIAS,
NO BIAS, and NEEDS CONTEXT (Table 1).3

Full-scale annotation. Once the guidelines were
finalized, all annotators revisited their annotations
to ensure consistency with the agreed-upon label
definitions. We obtained substantial inter-annotator
agreement (Landis and Koch, 1977): 0.68 Fleiss
κ (Fleiss, 1971). Unique gold labels were cho-
sen by majority voting, with adjudication in case
of high disagreement. We excluded 5 segments
with the label NEEDS CONTEXT. Excluding these
ambiguous cases is a limitation of our approach,
discussed further in §6. We assess individual anno-
tator accuracy against the final consolidated labels,
restricting to annotators who completed at least
90 segments (n = 5): accuracy ranges between
87.6% and 97.4%, and Cohen’s κ (Kohen, 1960)
ranges between 0.686 and 0.907 (average 0.786),
also indicating substantial agreement.

Final dataset. Our annotated review dataset con-
tains 529 segments, with 439 NO BIAS, 73 NEGA-
TIVE BIAS and 17 POSITIVE BIAS. Our two-level
sampling ensures that NO BIAS instances contain
challenging cases such as language-related com-
ments that are scientifically grounded and justi-
fied. Our two-stage annotation ensures high inter-
annotator agreement yielding a high quality anno-
tated corpus. Consistent with broader trends in the
field, English overwhelmingly dominates the distri-
bution of languages studied, followed by Chinese,
Spanish, and French. LOBSTER reflects a diverse
range of contribution types, with most papers focus-
ing on NLP applications, new datasets, and analyti-
cal studies. Detailed statistics are in Appendix B.

4 Tasks and Experimental Setup

We define three classification tasks: language-of-
study detection, contribution type classification

3The annotation guidelines are available at
https://github.com/GGLAB-KU/LOBSTER/blob/main/
annotation_guideline.md.

Model Macro Weighted

P R F1 P R F1

Gemini-3.1-Pro-Preview 86.47 88.32 87.37 93.63 93.57 93.60
Grok-4.1-Fast 74.34 87.81 79.75 92.43 90.36 90.96
GPT-5.2 77.78 80.80 78.29 91.03 90.93 90.77
Claude-Opus-4.6 79.68 72.45 74.96 89.23 88.85 88.91
DeepSeek-V3.2 61.59 80.19 66.89 87.71 79.51 81.75
Llama-4-Maverick-17B 59.94 74.23 63.94 85.04 76.37 79.00

Random 33.36 33.36 33.33 70.85 70.88 70.85
Majority 27.66 33.33 30.23 68.87 82.99 75.27

Table 3: Baseline and LLM results on three-way bias
classification (n = 529). Models sorted by Macro F1.

and bias classification. While bias classification
is the main goal, the two paper-level tasks will
help us characterize where bias concentrates. The
language-of-study and contribution type tasks are
defined as multi-label, bias detection as multi-class.

4.1 Bias classification

The goal of this task is to classify a review seg-
ment as POSITIVE, NEGATIVE or NO BIAS, given
the paper title, abstract and the segment. Due to
the small size of the corpus and the challenging
nature of the task that requires inferring the claims
and scope of the paper for accurate labeling, we
exploit six state-of-the-art LLMs (both open source
and proprietary): Gemini 3.1 Pro (Google Deep-
Mind, 2026), Claude Opus 4.6 (Anthropic, 2026),
Grok 4.1 (xAI, 2025), GPT 5.2 (OpenAI, 2025),
DeepSeek V3.2 (DeepSeek-AI et al., 2025), and
Llama 4 Maverick (Meta AI, 2025).

In all experiments, we use the same prompt for
each model to ensure fair comparison, refining it
iteratively to improve the specification of bias cat-
egories and decision rules. Key improvements in-
clude clearer distinctions between language-related
bias and legitimate methodological critique, ex-
plicit handling of edge cases (e.g., multilingual
evaluation requests aligned with a paper’s scope),
and structured output formatting. The complete
prompt and inference parameters are provided in
Appendix D.

We define two baselines: (i) Majority outputting
the most frequent class NO BIAS, (ii) Random pre-
dictions drawing from LOBSTER’s empirical class
distribution. We evaluate all models on the full
LOBSTER dataset (529 segments, after excluding
NEEDS CONTEXT; see §3.2) using macro- and
weighted-F1 scores. Table 3 gives the results. All
LLMs outperform the baselines by a large mar-
gin. GEMINI-3.1-PRO-PREVIEW achieves the best
Macro F1 and is used in subsequent analyses. False
negatives dominate over false positives as shown
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Figure 2: GEMINI-3.1-PRO-PREVIEW confusion ma-
trix: Negative Bias, Positive Bias, No Bias Detected.

in Fig. 2, suggesting a conservative tendency to
default to NO BIAS when language mentions co-
occur with legitimate methodological feedback.

4.2 Contribution Type Classification

We categorize each paper’s contribution using a
taxonomy grounded in ACL/EMNLP Calls for
Papers and ARR reviewing guidelines. We de-
fine seven categories: Modeling (e.g., novel al-
gorithms), NLP Applications (e.g., pipelines, sys-
tems), Data & Benchmarking, Empirical Analysis,
Linguistic Analysis, Domain Adaptation and Sur-
vey (see Table 8 in Appendix B). A paper may
receive multiple categories. We manually anno-
tated a sample of 100 papers from three venues
(EMNLP 2023, EMNLP 2024, and ACL 2025) to
use as an evaluation set. We assign each paper one
or more contribution categories based on its title
and abstract. We use GEMINI-3.1-PRO-PREVIEW

with a task-specific prompt given in Appendix F.
The model achieves 82.0% exact-match accuracy
as well as 91.11 Micro F1 and 91.96 Macro F1,
demonstrating reliable identification of paper con-
tribution types from metadata alone.

4.3 Language(s) of Study Detection

To characterize the linguistic scope of each pa-
per, we define a six-category taxonomy (Ta-
ble 7, Appendix B) that captures the continuum
from single-language studies to language-agnostic
work. Papers explicitly listing two or more evalu-
ated languages are labeled multilingual-specified;
those naming some languages while implying oth-
ers (e.g., “English, German, and 8 more”) are
multilingual-partial; papers providing only a count
(e.g., “101 languages”) are multilingual-count-only;
and papers making vague claims like “multilingual”
without any specifics are multilingual-unspecified.
Work that involves no natural language text (e.g.,
purely mathematical or symbolic methods) is clas-
sified as language-agnostic. We use macrolan-
guage names (e.g., Chinese or Arabic) and include
sign languages as distinct natural languages (e.g.,

American Sign Language). When the abstract does
not mention any language but uses known English
benchmarks (e.g., SQuAD, GLUE), we default to
English. We hand-annotated a sample of 100 pa-
pers for the language(s) they study based on their
title, abstract and peer reviews, using GEMINI-3.1-
PRO-PREVIEW with a task-specific prompt (Ap-
pendix E). The model achieves 93% exact-match
accuracy, 95.65 Micro F1 and 83.99 Macro F1. Ta-
ble 7 (Appendix B) gives per-class precision, recall,
and F1 for the language scope categories. Most er-
rors occur on papers that implicitly assume English,
or on multilingual papers where the exact set of lan-
guages is ambiguous from the available metadata.

5 Analysis and Discussion

Using the best-performing LLM from §4, we now
turn to analyzing biases in peer reviews across top-
tier NLP venues. We apply these models to the full
analysis corpus described in Table 2 and address
two research questions: RQ1: How do negative
and positive biases differ with respect to the (i) lan-
guage(s) studied in the paper and (ii) contribution
type of the paper? and RQ2: What subcategories
of negative bias exist in reviews, and how are they
distributed across language scopes?

5.1 Bias by Language

We begin by examining how predicted bias dis-
tributes across the language(s) studied in a paper.

English vs. non-English. First we examine how
the the bias rates change between the papers that
study a single non-English language versus the
ones that study English. Table 4 reveals a clear
divide. Reviews of English-focused papers exhibit
a bias rate of 0.37%, while reviews of single non-
English papers show a collective rate of 14.79%,
roughly 40 times higher. This gap persists across
multilingual categories: specified multilingual pa-
pers show a rate of 4.18%, while unspecified mul-
tilingual (0.34%) and language-agnostic (0.30%)
papers fall close to the English baseline. The more
visibly a paper focuses on non-English languages,
the more likely its reviews are to contain bias. The
near-zero rate for unspecified multilingual papers is
noteworthy. It may partly reflect a limitation of our
classifier, which cannot attribute bias when specific
languages appear only in the body text. However,
it may also reflect a genuine effect: papers that use
the label “multilingual” without naming specific
languages may preempt the most common form of

5



Language Papers Reviews Bias % Neg Pos

Bengali 11 24 6 25.0 3 3
Greek 6 12 3 25.0 2 1
Arabic 27 47 10 21.3 6 4
French 8 20 4 20.0 4 0
German 18 36 7 19.4 7 0
Korean 16 31 5 16.1 4 1
Japanese 14 28 3 10.7 3 0
Chinese 178 352 37 10.5 31 6

Total Single Non-Eng. 350 676 100 14.8 71 31
English 6,152 12,125 45 0.4 43 2

Specified Multi. 903 1,913 80 4.2 51 31
Unspecified Multi. 333 595 2 0.3 1 1
Language Agnostic 168 336 1 0.3 1 0

Table 4: Model-predicted language-of-study bias rates
for single-language papers with at least 5 papers and
10 reviews, plus aggregate language-scope categories.
Specified Multilingual denotes papers that name target
languages; Unspecified Multilingual denotes count-only
or vague multilingual cases. Bias: Absolute and relative
number of review segments with any predicted bias.
Neg/Pos: Negative/positive bias count.4

bias (generalizability demand) while avoiding ex-
posure of individual language choices to scrutiny.

Variation for non-English languages. Within
the non-English category (Table 4), rates range
from 25% (Bengali, Greek) to 10.51% (Chinese).
However, most individual languages have fewer
than 50 reviews, making their rates unreliable as
point estimates. Chinese is the exception: with
352 reviews, it provides the most stable estimate
at 10.51%, more than 28 times the English rate.
Beyond Chinese, we focus on the aggregate find-
ing: non-English languages as a group show con-
sistently higher bias than English.

Negative vs. positive bias. In Table 4, papers
on a single language other than English show 71
reviews with negative bias and 31 with positive, a
ratio of about 2.3:1. For Chinese, the imbalance
is steeper: 31 negative versus 6 positive (roughly
5:1), indicating that reviewers penalize non-English
language focus far more often than they reward
it. English papers show an even stronger skew
(43 negative vs. 2 positive), but at a much lower
base rate.5 Specified multilingual papers present

4A single review may contain both negative and positive
bias segments. This did not occur in the manually anno-
tated LOBSTER but arose in 4 of 15,645 reviews in the model-
predicted corpus, causing Neg + Pos to slightly exceed Biased
for some rows.

5The 2 English positive-bias involve papers on English
dialects, where reviewers praised studying non-standard vari-
eties (e.g., “Dialects are, in my opinion, under-researched”)

a different picture. Their negative-to-positive ra-
tio is about 1.6:1, meaning positive bias accounts
for nearly 39% of biased reviews in this category,
compared to 31% for single non-English papers
and just 4% for English. Reviewers may see mul-
tilingual coverage as a strength by itself, which
can bias evaluation toward the choice of languages
rather than the quality of the method. To expand
our analysis to more languages, we provide a more
detailed per-language view of the polarity break-
down in Figure 3. Here, a negatively biased review
segment for a multilingual paper that studies the
languages A and B, counts towards negative biases
separately for language A and B. Here, Chinese, for
example, shows a roughly 4:1 ratio of negative to
positive bias across all papers mentioning Chinese
(including multilingual ones, hence higher than the
single-language counts in Table 4), confirming the
negative-dominant pattern. The overall takeaway
is that language-of-study bias is largely negative:
reviewers are more likely to penalize a paper for
studying a non-English language than to credit it
for doing so. However, we also observe a noisy yet
recurring pattern of pronounced positive biases for
several low-resource languages, including Marathi,
Vietnamese, Indonesian, and Swahili. Since the
number of reviews for these languages is small (see
sample sizes in Figure 3), we note this as a trend
that warrants further investigation rather than a firm
conclusion. We note that the negative-to-positive
ratio across the full corpus (2.6:1) is lower than in
LOBSTER (4.3:1). This difference traces to two fac-
tors. First, the Stage 1 LLM triage (§3.1) flagged
299 negative candidates but only 38 positive ones
(7.9:1), because negative bias patterns (e.g., de-
mands for English evaluation) are more lexically
salient and easier for the preliminary models to
detect than the subtler positive patterns (e.g., un-
grounded praise for language choice). This skewed
the annotated pool toward negative cases. Second,
the full corpus covers six venues with a larger share
of specified multilingual papers, whose negative-
to-positive ratio is nearly balanced (1.6:1); these
papers pull the corpus-wide ratio well below the
LOBSTER ratio.

5.2 Bias by Contribution Type
Table 5 shows how bias rates vary across contri-
bution types. Data & Benchmarking exhibits the
highest negative bias rate (2.19%), while Modeling

rather than engaging with methodology—a pattern analogous
to positive bias observed for non-English languages.
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0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5Bias Rate (%)
Lang. Agnostic (n=336)
Unspec. Multi. (n=595)

English (n=13,818)
Spec. Multi. (n=2,508)

French (n=314)
Thai (n=52)

Telugu (n=46)
Russian (n=153)
Spanish (n=286)

Portuguese (n=71)
Swahili (n=70)

Japanese (n=223)
Turkish (n=85)

German (n=421)
Catalan (n=28)

Bulgarian (n=23)
Finnish (n=42)

Dutch (n=40)
Hindi (n=137)
Tamil (n=39)
Greek (n=57)

Chinese (n=1,047)
Indonesian (n=84)

Persian (n=43)
Korean (n=136)

Vietnamese (n=52)
Arabic (n=214)

Ukrainian (n=22)
Bengali (n=76)

Romanian (n=31)
Czech (n=21)
Urdu (n=45)

Marathi (n=22)

Negative Bias
Positive Bias

Figure 3: Bias rate (x-axis, %) by polarity across lan-
guages with at least 20 reviews; n denotes the num-
ber of reviews. Top: Bias rates for papers men-
tioning languages, both single-language and multi-
lingual papers. Bottom: Specified multilingual in-
cludes multilingual-specified and multilingual-partial,
while unspecified multilingual contains multilingual-
unspecified and multilingual-count-only.

shows the lowest (0.66%). This gradient aligns
with how visible language choice is in each contri-
bution type. Data & Benchmarking work is tied to
specific languages by design: a dataset is built for
a language. The same holds for Linguistic Analy-
sis,6 where the language studied is also central to
the research question. Methods and Modeling pa-
pers, by contrast, tend to frame their contributions
as language-agnostic, reducing the chance that re-
viewers engage with language choice at all. This
complements the finding in §5.1: bias is highest
when language choice is most visible, either due to
the language itself or the nature of the contribution.
We also examine bias rates across venue years in
Appendix C (Figure 7a); rates appear slightly lower
in later cycles, but the time span is too short and
venue composition varies too much across years to
draw firm temporal conclusions.

5.3 Negative Bias Subcategories

To better understand the nature of language-of-
study bias, we conducted a manual qualitative anal-
ysis of the 73 instances labeled as Negative Bias7

6Linguistic Analysis has a smaller sample than the other
categories, so its rate should be treated with caution.

7There are not enough cases of positive bias for analysis.

Contribution Type Reviews Neg (%) Pos (%)

Data & Benchmarking 4,423 2.19 1.06
Linguistic Analysis 286 2.10 1.05
Domain Adaptation 1,862 1.77 0.38
Empirical Analysis 3,567 1.21 0.36
NLP Applications 7,613 0.80 0.33
Modeling 4,544 0.66 0.11

Table 5: Review-level negative and positive bias rates by
contribution type. Survey/Position and Other categories
are excluded as they show zero bias instances.

in LOBSTER. We identified four recurring patterns
through which language bias manifests in peer re-
views, summarized in Table 6. A-Generalizability
Demand occurs where reviewers penalize papers
for not demonstrating cross-lingual generalizability
that was never claimed, treating multilingual cover-
age as an unstated precondition for methodological
validity. This pattern reflects a common implicit
expectation that NLP contributions must general-
ize across languages to be considered complete,
regardless of whether the paper’s scope is explic-
itly and deliberately limited to a single language.
B-English as the Gold Standard occurs when
reviewers explicitly name English as the missing
validation standard, framing non-English results as
insufficiently credible without English corrobora-
tion. Unlike A, which demands more languages in
the abstract, this pattern is directional: English is
positioned as the required reference against which
non-English contributions must be measured. C-
Language Choice Interrogation captures cases
where reviewers question the motivation for study-
ing a particular language, asking for justification
for selecting it, a standard that would not be applied
to papers studying English or other high-resource
languages. D-Dismissing Impact occurs where
reviewers accept the paper’s validity but minimize
the impact, either by arguing that the community
served by the paper is too small, or by denying that
studying a particular language constitutes genuine
novelty. This pattern is particularly hard to detect
because it can coexist with genuine praise for the
paper’s content, with the bias operating at the level
of audience size rather than scientific methodology.

Distribution in LOBSTER. A-Generalizabilty de-
mand is the most common pattern (62.16%), which
shows how widespread the implicit expectation
of cross-lingual generalizability is among review-
ers, even when the paper never claimed it. D-
Dismissing impact comes second (16.22%) and

7



Pattern % Example Reviewer Quote

A-Generalizability Demand 62.16 The proposed method is only tested in Chinese, not for other unsegmented
languages. [link]

B-English as the Gold Standard 9.46 English has a broader applicability, and the authors could also consider incor-
porating English annotations. [link]

C-Language Choice Interrogation 12.16 Why restricting it to Sanskrit? There are many languages that exhibit productive
compounding (e.g. German). [link]

D-Dismissing Impact 16.22 The study is narrowly focused on Ancient Greek, which limits its generalizability
to other historical or low-resource languages. [ACL-ARR-2025]

Table 6: Negative language bias patterns and proportion (%) in the 73 instances labeled as Negative Bias in LOBSTER.

64.8 58.8

93.0

9.9 7.85.6
15.7

4.7
19.7 17.6

2.3
Total Single

Non-English (n=71)
Spec. Multiling.

(n=51)
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Ratio of Negative Bias Reviews (in %) Generaliz.
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Language
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Dismissing
Impact

A

B

C

D

Figure 4: Distribution of negative bias subcategories (A–
D) across language scope, predicted by the validated
classifier on the full corpus.

is hard to spot because it often appears alongside
genuine praise: the bias shows up in how the audi-
ence is valued, not in how the science is judged. C-
Language Choice (12.16%) is a double standard: re-
viewers ask authors to justify their language choice,
something they would never ask of an English-
focused paper. Finally, B-English as Standard is the
least common (9.46%); unlike A, which vaguely
demands more languages, B is directional: En-
glish is explicitly named as the benchmark that
non-English work must be measured against.

Classifier validation. To scale the analysis be-
yond manual annotation, we evaluated GEMINI

3.1 PRO as a zero-shot classifier on this four-class
classification task. A-Generalizability Demand
and C-Language Choice were classified most re-
liably (97% and 96% F1, respectively), while D-
Dismissing Impact and B-English as Standard are
more challenging (86% and 89% F1). Error analy-
sis reveals confusion at two boundaries: between C
and A (a language-choice interrogation misclassi-
fied as a generalizabilty demand) ; and between D
and B (impact dismissal misclassified as English-
as-standard). In each case, a single reviewer quote
triggers competing pattern signals, making disam-
biguation difficult even for human annotators.

Corpus-level distribution by language scope.
Using the validated subcategory classifier, we pre-
dict patterns across all negatively biased reviews in

the full corpus. Figure 4 reveals that the mix of pat-
terns shifts substantially with language scope. For
English-only papers (43 instances), Pattern A ac-
counts for 93%, with only marginal C (4.7%) and D
(2.3%). Non-English single-language papers (69 in-
stances) show a different profile: A drops to 65.2%,
while D rises to 18.8% and B to 10.1%. Specified
multilingual papers (49 instances) are the most di-
verse: A at 59.2%, C and D tied at 16.3%, and B
at 8.2%. This progression reinforces the findings
from §5.1: not only do non-English papers attract
more bias overall, but the bias they face is also
more varied. English papers primarily encounter
a single pattern (Generalizability Demand), while
non-English and multilingual papers face a wider
range of challenges, including dismissal of their
impact and interrogation of their language choice.

6 Conclusion

In this work, we provide the first systematic ev-
idence that language-of-study bias in NLP peer
review is not an isolated artifact but a structural
pattern. Our large-scale analysis shows that non-
English papers face bias rates roughly 40 times
higher than English-only ones, consistently across
all six venues we examined. Importantly, the
problem compounds: while English papers en-
counter primarily one bias pattern (generalizabil-
ity demands), non-English and multilingual papers
face a wider repertoire, including English-as-gold-
standard framing, language choice interrogation,
and impact dismissal. These findings point to con-
crete interventions: reviewer guidelines could ex-
plicitly require evaluation against a paper’s stated
scope, and the strong performance of our LLM-
based detector (87.37 Macro F1) suggests auto-
mated screening is a realistic complement to hu-
man oversight. We release LOBSTER, our annotation
guidelines, and the detection pipeline as a founda-
tion for developing fairer reviewing practices.
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Limitations

Our study has several limitations. First, although
annotating full reviews provides complete context,
we adopt conservative labeling in ambiguous or
borderline cases, which may ultimately undercount
instances of subtle bias. Second, five segments
(0.9%) labeled No Majority or Unclear / Needs
Context are excluded from evaluation. Third, our
data comes from a limited set of venues and cycles,
so prevalence estimates may not generalize to other
review systems. Moreover, the majority of our cor-
pus consists of accepted papers; however, a small
fraction (≈6%) includes non-accepted submissions
from the ARR 2024 (Apr–Jun) cycle. Reviews
of rejected papers from other venues are not pub-
licly available, so bias patterns in reviews leading
to rejection remain largely unexplored. Fourth,
distinguishing language-related bias from valid
language-scoped critique is inherently difficult, and
borderline cases can yield annotator disagreement.
Fifth, we examine language scope, contribution
type, venue, and year as independent dimensions,
but these factors are likely correlated. For exam-
ple, non-English papers may cluster in contribution
types that are themselves more bias-prone, so dif-
ferences observed along one dimension may partly
reflect variation in another. Fully separating these
effects would require a more controlled analysis,
which we leave for future work. Finally, our results
reflect a particular LLM and prompt version; per-
formance may vary under different configurations.

Ethical Considerations

Data licensing. All review data used in this
study come from openly licensed sources:
NLPEERv2 (Dycke et al., 2025) and the ARR Data
Collection Initiative (Lu et al., 2025), both of which
were collected with explicit author consent. We
release the LOBSTER dataset under a CC BY 4.0
license to facilitate reproducibility while requiring
attribution.

Annotator background and compensation. An-
notation was carried out by the paper’s co-authors
together with two additional researchers acknowl-
edged below. All annotators hold graduate-level ex-
pertise in NLP and participated voluntarily as part
of their research activities; no annotators were sep-
arately compensated for this work. All annotators
were informed of the study’s goals and consented
to contributing.

Privacy. Our analysis operates on publicly re-
leased review text and paper metadata. We do not
attempt to identify individual reviewers, and all re-
view excerpts reproduced in this paper are drawn
from publicly accessible OpenReview pages.
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A Extraction and Normalization Details

To standardize reviewer text across sources, we apply the following normalization steps: (i) normalize
whitespace and unicode quirks (e.g., non-breaking spaces), (ii) drop empty or near-empty text fields, and
(iii) preserve the original wording and punctuation of reviewer text (no rewriting), since subtle lexical
choices are central to bias analysis.

B Classification Definitions and Evaluation

Language Scope Description P R F1 N

Single-language One specific language studied 0.96 0.99 0.97 86
Multilingual-specified Multiple specific languages listed 0.75 1.00 0.86 3
Multilingual-partial Some languages named, others implied 1.00 0.67 0.80 3
Multilingual-count-only Only a count given (e.g., “101 languages”) – – – –
Multilingual-unspecified Vague “multilingual” claim, no names or counts 0.80 0.67 0.73 6
Language-agnostic No natural language involved 0.00 0.00 0.00 2

Accuracy 0.94 100

Table 7: Language scope categories alongside per-class evaluation metrics on 100 hand-annotated papers. P =
Precision, R = Recall, N = support. Both language-agnostic samples were misclassified as single-language (English).

Category Description

Modeling New architecture, learning algorithm, or objective function
NLP Applications Pipeline, prompting strategy, or system built on existing models
Data & Benchmarking New dataset, corpus, benchmark, or annotation resource
Empirical Analysis Comparative evaluation, ablation, or interpretability study
Linguistic Analysis Computational study of language structure, variation, or human language pro-

cessing
Domain Adaptation NLP applied to a specific domain (e.g., clinical, legal)
Survey / Position Literature review, meta-analysis, or position paper

Table 8: Contribution type categories used to classify papers.

Figure 5 shows the distribution of the top 20 non-English studied languages in our full analysis corpus,
as inferred from paper titles and abstracts using the language identification prompt (see Appendix E).
Counts reflect the number of reviews associated with each language; a single paper may study multiple
languages, and each review is counted for all its languages. English is excluded due to its dominant
count. Chinese leads among the remaining languages, followed by German and other typologically diverse
languages.
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Figure 5: Top 20 non-English studied languages in the full analysis corpus (Table 2), inferred from paper titles
and abstracts. Counts reflect the number of reviews associated with each language; a paper may study multiple
languages and each review is counted for all its languages. English (n=6,946 reviews) is excluded due to its
dominant frequency.

Figure 6 shows the distribution of contribution types across the full analysis corpus, similarly inferred
from paper titles and abstracts using the contribution type prompt (see Appendix F). As with languages,
a single paper may be assigned multiple contribution types; the counts reflect the number of papers
associated with each category.
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Figure 6: Distribution of contribution types in the full analysis corpus (Table 2), inferred from paper titles and
abstracts. A paper may have multiple contribution types.

C Bias Rate Breakdowns by Venue Year and Contribution Type

Figure 7a breaks down predicted bias rates by venue year. Negative bias rates are highest in 2023 and
appear to decrease slightly in later cycles, while positive bias rates remain low throughout. However,
the time span covers only three years (2023–2025), and venue composition differs across years (e.g., the
2024 data includes rejected ARR submissions absent from other years), so these trends should not be
interpreted as evidence of a clear temporal trajectory. A longer observation window with controlled venue
coverage would be needed to draw reliable conclusions about temporal change.
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Figure 7: Bias rate breakdowns by (a) venue year and (b) contribution type.

English Only

Single Non-English
Multilingual

Language Agnostic

Modeling

NLP Applications

Data & Benchmarking

Empirical Analysis

Linguistic Analysis

Domain Adaptation

Survey / Position

Other

80.6 3.0 13.7 2.7

82.6 3.2 12.9 1.4

70.9 10.3 17.8 1.0

76.6 2.6 19.4 1.5

62.0 8.8 27.7 1.5

75.9 10.2 10.1 3.7

53.6 0.0 28.8 17.6

36.4 0.0 9.1 54.5
0

10

20

30

40

50

60

70

80

%

Figure 8: Cross-tabulation of studied language and contribution type, showing the number of papers at each
intersection. Only languages with ≥ 5 papers are shown.
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D Annotation Prompt: Language Bias Focus

All inferences are performed with temperature = 0.0, top-p = 0.95, and random seed 42 to ensure
reproducibility.

Bias Toward/Against Studied Languages Prompt

Task
You are an expert in NLP peer review analysis. Identify language bias — cases where a reviewer evaluates a paper
differently because of which natural language(s) it studies, rather than on scientific merit.
Language = human natural languages, dialects, varieties, and sign languages. Excludes programming languages and
constructed languages (Esperanto, Klingon).
This task is NOT about cultural/geographic topic scope (e.g., "American political context"), nor general domain/topic
niche-ness unless explicitly tied to the language(s) studied.
Decision Process

14



In your internal reasoning, first read the title and abstract carefully, then analyze the full review in context before
making any judgment. For each reviewer comment about language scope, apply these two tests in order:
Step 1 — Paper Scope. Read the title and abstract to determine the paper’s language scope:

• Scoped: Paper is explicitly limited to specific language(s) and makes no claims of multilingual, cross-lingual, or
language-independent generalizability.

• Claims generalizability: Paper claims broad applicability ("language-agnostic", "multilingual", "cross-lingual",
etc.) or does not clearly limit its scope.

If the paper claims generalizability or does not limit its scope → reviewer comments about other languages or
cross-lingual performance are valid scientific feedback, not bias. Stop here.
If the paper is scoped → proceed to Step 2.
Step 2 — Review Section & Impact. Where does the comment appear, and does it affect the reviewer’s decision?

• In Weaknesses / Reasons to Reject / Major Concerns, or used to justify a low score → strong bias signal.
Read the surrounding context carefully to confirm bias before flagging.

• In Questions / Suggestions / Future Work only, without being tied to the rejection decision or downgrading the
current contribution → not bias. Do not flag.

• In Strengths / Reasons to Accept, as the primary/sole justification for acceptance → positive bias signal. Read
the surrounding context carefully to confirm bias before flagging.

Two Types of Language Bias
Negative Bias – Flag if the reviewer:

• Treats English (or another high-resource language) as a required validity check, even though the paper is scoped
to non-English language(s).

• Insists the work is incomplete or unconvincing without English evaluation or popular English benchmarks (e.g.,
GLUE, SuperGLUE).

• Demands multilingual or cross-lingual experiments as a prerequisite for acceptance when the paper never claims
generalizability.

• Questions the paper’s applicability/generalizability primarily because experiments are on a single language,
when the paper is clearly scoped.

• Downplays the paper’s impact, relevance, or venue fit because it focuses on a low-resource, non-English, or
lesser-studied language (e.g., "few researchers will care", "too niche", "limited audience", "better suited for a
workshop").

• States the contribution is small/weak because the language(s) are perceived as minor, obscure, or not "major."

• Questions or rejects the motivation for the language choice as if the language is unworthy of study (e.g., "why
this obscure language?", "why not a more widely studied language?").

• Frames limited language scope as a critical flaw when broad generalization was never claimed.

Positive Bias – Flag if the reviewer:
Positive bias should be rare. The core pattern is: the reviewer praises the paper’s language choice as a merit in itself,
disconnected from the paper’s actual methods, results, or novelty.

• The language choice appears as a standalone reason in Strengths/Accept, not connected to specific methods or
results (e.g., "The creation of a new dataset in a non-English language.", "The research here is on the Chinese
language.").

• The praise is generic and unconditional — it could apply to any paper in that language. Look for: "always
valuable", "in itself", "the real contribution is the dataset for [language]."

• The language is framed as the primary justification for the paper’s value rather than its methodology or findings.

Do NOT Flag (Valid Critique)

• Criticism of dataset size, data quality, annotation process, baselines, ablations, reproducibility, etc. — regardless
of the language studied.
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• Requests for additional language experiments when the paper claims language-independence, cross-lingual
transfer, or broad applicability.

• Suggestions phrased as optional improvements ("it would be nice to see. . . ", "future work could. . . ") without
affecting the accept/reject decision.

• Requests for methodological rigor (e.g., asking why a particular baseline is used) without implying the language
is unworthy.

• Comments about accessibility (e.g., adding English translations for readability) framed as optional improvements.

Annotation Rules

• Quote the full sentence containing the biased statement (not just a clause).

• If a sentence mixes bias with valid critique, still quote the entire sentence.

• Output every distinct biased claim separately, even if from the same reviewer.

• Annotate bias in the reviewer text only, never in the paper itself.

Output Format (JSON)
Return only valid JSON. No markdown fences, no extra commentary. If no bias: "biases": [].

{
"biases": [

{
"quoted_text": "<biased statement>",
"type": "<negative | positive>",
"justification": "<1-3 sentences
explaining why this is bias>"

}
]

}

Input Data
Paper Title: {title}
Abstract: {abstract}
Review Text: {review_text}

E Annotation Prompt: Languages Studied Identification

Languages Studied Identification Prompt

Role
You are an expert annotator of NLP papers.
Task
Your task is to determine the natural languages studied in a given paper based on the Title, Abstract, and Reviews.
Steps

1. Analyze Evidence: Look for specific mentions of languages, datasets (infer the language if the dataset is
standard, e.g., SQuAD = English), and claims in the abstract/reviews.

2. Filter: Exclude programming languages (Python, Java, etc.) unless the task involves natural-language-to-code
translation.

3. Synthesize: Write reasoning into the "justification" field.

4. Output: Generate a valid JSON object.

Annotation Rules
1. Naming & Normalization
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• Explicit Mentions: Output the full English name (no ISO codes).

– Bad: "en", "de", "MSA"
– Good: "English", "German", "Arabic"
– Normalization Map:
– "Mandarin", "Putonghua", "Cantonese", "Taiwanese Mandarin", "Simplified Chinese", "Traditional Chi-

nese" → "Chinese"
– "Modern Standard Arabic", "MSA", "Egyptian Arabic", "Gulf Arabic", "Levantine Arabic", "Maghrebi

Arabic" → "Arabic"
– "Farsi" → "Persian"
– "Castilian" → "Spanish"
– "Swiss German", "Austrian German", "Bavarian" → "German"
– "Brazilian Portuguese", "European Portuguese" → "Portuguese"
– "Scots English", "Australian English", "Indian English" → "English"
– Dialects: Treat dialects as the parent language (e.g., "Cantonese" → "Chinese", "Swiss German" →

"German").
– Dialect-focused papers: If the paper’s research goal is specifically to study dialect differences (e.g., "A

Multidialectal Dataset of Arabic Proverbs"), still normalize to the parent language (e.g., "Arabic") but note
the dialect focus in the justification.

2. Language Scope Categories
Classify each paper into exactly one language_scope category:

• single-language — One specific language studied.

• multilingual-specified — Multiple specific languages listed.

• multilingual-partial — Some languages named + “others” implied; list only the named ones.

• multilingual-count-only — Only a count given (e.g., “101 languages”).

• multilingual-unspecified — Vague “multilingual” claim, no names/counts.

• language-agnostic — No natural language involved.

3. Handling Counts

• languages_count: Number of unique languages in the languages list.

• For multilingual-count-only: Use the stated count (e.g., 101) even though languages is empty.

• For multilingual-unspecified and language-agnostic: Set to 0.

4. Defaults & Edge Cases

• English Default: If datasets are known to be English (e.g., GLUE, SQuAD, ImageNet) and no other language is
mentioned → language_scope: single-language, languages: ["English"].

• Language-Agnostic: If the method is purely mathematical/symbolic or applied only to synthetic data/pixels
without text → language_scope: language-agnostic, languages: [].

• Programming Languages: Do not list "Python" or "C++" in languages. If the paper uses English prompts to
generate Python code, the language studied is "English". If the code generation benchmark is multilingual (e.g.,
MultiPL-E), list the natural languages of the prompts/docstrings used.

• Sign Languages: Sign languages (e.g., American Sign Language, British Sign Language) are natural languages
and should be included. Normalize to the specific sign language name (e.g., "American Sign Language"). Do
not collapse different sign languages into one.

• Romanized/Transliterated Text: If a paper studies text in a romanized form (e.g., Hindi written in Latin script),
the language is still the original language (e.g., "Hindi"), not "English".

5. Priority between evidence sources (title/abstract vs reviews)

• Primary evidence = actual experiments and evaluations described (first in abstract, then in reviews if abstract is
vague or missing details).
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• If reviews explicitly describe the evaluated languages (e.g., “They only evaluate on English,” “Experiments are
English-only,” “No non-English results reported”), trust the reviews over broad claims in the abstract/title.

• Ignore speculative reviewer suggestions (e.g., “They should evaluate on Chinese”)—only count what was actually
done.

• Training vs. Evaluation languages: Focus on languages used in evaluation/testing. If a model is trained on
English but evaluated on Hindi and Chinese, the languages are ["Hindi", "Chinese"]. If both training and
evaluation languages are explicitly part of the study’s contribution, include all of them.

6. Evidence type priority (choose exactly one)
Use the highest-priority category that applies:

1. explicit_list — any specific natural language names are mentioned as being experimentally evaluated (highest
priority; overrides everything else).

2. dataset_implied — no explicit language names, but languages can be reliably inferred from standard dataset
names.

3. count_only — only a number of languages is given (e.g., "101 languages") without names or identifiable
datasets.

4. claim_only — only vague claims like "multilingual" or "cross-lingual" with no names, datasets, or counts
(lowest priority).

Output Fields

• language_scope: One of: "single-language", "multilingual-specified", "multilingual-partial",
"multilingual-count-only", "multilingual-unspecified", "language-agnostic".

• languages: Array of normalized language names (can be empty).

• languages_count: Integer (length of languages array, or stated count for multilingual-count-only).

• evidence_type: "explicit_list", "dataset_implied", "count_only", or "claim_only".

• justification: A concise string citing the specific text snippets or dataset names that led to the decision.

Output Format (JSON)
Example 1: Single language (inferred from dataset)
{
"language_scope": "single-language",
"languages": ["English"],
"languages_count": 1,
"evidence_type": "dataset_implied",
"justification": "The abstract mentions

benchmarking on VSR and A-OKVQA, which
are standard English-language datasets."

}

Example 2: Multilingual with specific languages
{
"language_scope": "multilingual-specified",
"languages": [

"Bhojpuri",
"Hindi",
"Meadow Mari",
"Russian",
"Tibetan",
"English"

],
"languages_count": 6,
"evidence_type": "explicit_list",
"justification": "The abstract explicitly

lists experiments on Bhojpuri, Hindi,
Meadow Mari, Russian, Tibetan,
and English."

}
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Example 3: Multilingual with count only

{
"language_scope": "multilingual-count-only",
"languages": [],
"languages_count": 101,
"evidence_type": "count_only",
"justification": "The abstract states

'We evaluate on 101 languages' but does
not list specific language names."

}

Example 4: Language-agnostic

{
"language_scope": "language-agnostic",
"languages": [],
"languages_count": 0,
"evidence_type": "claim_only",
"justification": "The paper proposes a

mathematical optimization method for
neural architecture search with no
text data involved."

}

Input Data
Paper Title: {title}
Abstract: {abstract}
Reviews: {reviews_text}

F Annotation Prompt: Contribution Type

Contribution Type Classification Prompt

Role
You are an expert annotator of NLP research papers.
Task
Using ONLY the paper title and abstract, identify the paper’s main contribution type(s), following the categories below.
Select ONE OR MORE labels from the list below.

• Use a label only if it is clearly supported by the title or abstract.

• If multiple contribution types are present, include all that apply.

• If none clearly apply, select Other.

• Do not infer beyond the given text.

Contribution Types (use EXACT strings)
Modeling
Proposes a new model, architecture, learning algorithm, objective function, or decoding method.

• Use when the abstract emphasizes a novel technical component — something that changes how a model is
structured, trained, or performs inference (e.g., attention mechanism, loss function, pre-training objective, model
compression technique).

• Do NOT use for papers that merely fine-tune or apply an existing model without architectural or algorithmic
novelty.

NLPApplications
Introduces a new pipeline, system, prompting strategy, data augmentation technique, or training procedure built on top
of existing models.
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• Use when the core novelty is a workflow, system integration, or engineering strategy rather than a new model
architecture. Includes retrieval-augmented generation pipelines, multi-agent systems, and prompt engineering
methods.

• Distinguish from Modeling: if the contribution could work with different underlying models, it is
NLPApplications; if it changes the model itself, it is Modeling.

DataAndBenchmarking
Creates a new dataset, corpus, treebank, lexicon, knowledge base, annotation resource, benchmark, evaluation suite,
shared task, or defines a new NLP task with accompanying data.

• Use when the abstract foregrounds the artifact itself — its construction, curation, or novelty — as the primary
contribution.

EmpiricalAnalysis
Conducts a systematic empirical study of existing models or methods — such as comparative evaluations, ablation
studies, error analyses, reproducibility/replication studies, or interpretability investigations.

• Use when the abstract focuses on measuring, comparing, or explaining existing systems.

• Do NOT use when the empirical study is secondary to a new model or resource.

• Do NOT use when the analysis centers on a linguistic phenomenon rather than model behavior — use
LinguisticAnalysis instead.

LinguisticAnalysis
Investigates a specific linguistic phenomenon, typological property, psycholinguistic question, or language-specific
feature using computational methods (e.g., morphological analysis, code-switching patterns, dialectal variation,
cross-lingual transfer properties, reading behavior, language acquisition, cognitive processing of language).

• Use when the primary goal is advancing understanding of language or its cognitive processing.

• Do NOT use for papers that simply test a model on language-specific data without linguistic analysis.

• Distinguish from EmpiricalAnalysis: if the paper asks "how does model X perform?" it is EmpiricalAnalysis;
if it asks "how does language phenomenon Y work?" it is LinguisticAnalysis.

DomainAdaptation
Applies or adapts NLP techniques to a specific real-world domain (e.g., clinical NLP, legal text processing, scientific
document analysis, educational technology, social media analysis).

• Use when the abstract emphasizes the domain context and domain-specific challenges or insights as the
contribution, rather than general-purpose NLP methodology.

SurveyOrPosition
Provides a structured literature review, meta-analysis, systematic mapping study, or argues a conceptual position or
research agenda.

• Use when the primary contribution is synthesis of prior work or argumentation, not new empirical results.
Includes tutorial-style overview papers.

Other
Does not clearly fit any of the above categories.
Output Format (JSON only)
Important: Reason through the classification before selecting labels.

{
"justification": "A brief (1-2 sentence)

explanation of why the selected labels
apply, citing specific keywords or
claims from the abstract.",

"contribution_type": ["Label1", "Label2"]
}

Input
Paper Title: {title}
Abstract: {abstract}
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G Annotation Prompt: Negative Bias Subcategory Classification

Negative Bias Subcategory Classification Prompt

Task
You are an expert in NLP peer review analysis. Your task is to classify a peer review that has already been identified as
containing language bias into one of the following four patterns.
Language bias occurs when a reviewer penalizes a paper because of which natural language(s) it studies, rather than on
scientific merit. This covers human natural languages, dialects, and varieties only — not programming languages or
topic/cultural scope unless explicitly tied to the language studied.
Four Patterns
A — Generalizability Demand
The reviewer penalizes the paper for not demonstrating cross-lingual generalizability that was never claimed, treating
multilingual coverage as a precondition for validity.
Signal: language scope in Weaknesses/Reject despite no generalizability claims in paper.
B — English as the Gold Standard
The reviewer explicitly names English as the missing validation standard, implying non-English results are insufficient
without English corroboration.
Signal: English named specifically (not just “other languages”) as a required benchmark.
C — Language Choice Interrogation
The reviewer questions why a specific language was chosen, treating the language selection itself as requiring special
justification — a standard not applied to English or high-resource languages.
Signal: reviewer asks “why X?” or suggests alternative languages as more worthy choices.
D — Impact Discounting
The reviewer accepts the paper’s validity but diminishes its significance because the language community it serves is
too small, or because adapting to a new language is not considered genuine novelty.
Signal: “only useful to X community,” novelty denied on language grounds, workshop suggestion, contradiction
between praising the work and penalizing its audience size.
Important
Only classify as bias if the language scope concern functions as a penalty — i.e., it appears in Weaknesses or Reasons
to Reject and is not solely a neutral suggestion. If the paper itself claims cross-lingual generalizability, questioning that
claim is legitimate, not bias.
Output Format (JSON)
Respond in only valid JSON. No text outside the JSON block. Identify the single most prominent pattern in the review.

{
"evidence": "exact quote from review

that best represents the bias",
"pattern": "A",
"reasoning": "What the reviewer did +

why it constitutes bias of
this pattern."

}

Input Data
Paper Title: {title}
Abstract: {abstract}
Review: {review}
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